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Foreword from the I4ML Editorial Team 
Artificial intelligence is no longer a distant technological frontier. It is now part of the daily 
architecture of work, learning, communication, decision-making, and institutional life. Generative 
AI, in particular, has accelerated a profound public conversation about the future of labor: which 
jobs will be changed, which skills will matter, how organizations will adapt, and how students, 
workers, educators, and policymakers should prepare. 

This report was created in response to that urgency. 

The Institute for Machine Learning (I4ML) was founded on the conviction that machine learning 
and artificial intelligence should serve human development, institutional progress, and the public 
good. Our mission is not simply to study technology as an abstract force, but to make its 
implications understandable, actionable, and ethically grounded. We believe that the benefits of AI 
must be pursued with intellectual seriousness, practical responsibility, and a firm commitment to 
benevolent use. 

In that spirit, this report has been sponsored by I4ML and authored in collaboration with the AI 
Institute @ St. John’s University, led by Dr. Giancarlo Crocetti. This collaboration reflects a shared 
commitment to research, education, and public awareness. It also reflects a belief that universities 
and independent research institutes have a special responsibility during technological transitions: 
to clarify, contextualize, and help society distinguish between evidence and exaggeration. 

The public debate around generative AI and employment is often polarized. On one side are 
predictions of a “jobpocalypse,” in which intelligent systems rapidly displace human workers 
across the economy. On the other side are overly optimistic claims that AI will simply create new 
jobs, raise productivity, and solve long-standing inefficiencies without serious disruption. The 
reality, as this report shows, is more complex. 

Generative AI is not merely automating isolated tasks. It is changing how work is organized. It is 
altering the relationships among expertise and productivity, entry-level work and professional 
development, management and coordination, and education and employability. It is also forcing 
institutions to confront questions of governance, trust, accountability, worker protection, and 
equitable access to opportunity. 

This report examines those changes with particular attention to three groups. 

First, it considers workers and organizations already facing the pressures of AI adoption, 
restructuring, and changing skill expectations. Second, it considers skilled technology workers, 
whose labor market is being reshaped by layoffs, cost discipline, and the rapid reallocation of 
investment toward AI infrastructure and AI-enabled business models. Third, it considers students 
and new graduates, for whom the disruption is especially consequential because it affects not only 
current jobs but the pathways through which expertise is built. 
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The question for students and families is no longer simply whether a degree is valuable. It is 
whether a program provides durable foundations, applied experience, AI literacy, ethical judgment, 
and clear pathways into meaningful work. The question for employers is no longer simply how AI 
can reduce costs. It is how organizations can redesign work without hollowing out the 
apprenticeship systems that prepare the next generation. The question for society is no longer 
simply whether AI will create or destroy jobs. It is whether we will build institutions capable of 
ensuring that technological progress strengthens human capability rather than weakening it. 

This report is offered free of charge because public understanding is part of our mission. The 
benevolent use of AI requires more than technical innovation. It requires informed citizens, 
responsible leaders, prepared educators, adaptive workers, and students who can make better 
decisions about their futures. We hope this report contributes to that broader effort. 

Our goal is not to predict the future with false certainty. It is to provide a clear, evidence-based 
framework for understanding the forces already at work. Generative AI will not determine the 
future of labor on its own. The future will be shaped by the choices of companies, universities, 
governments, workers, and communities. 

Those choices begin with awareness. 

On behalf of the Institute for Machine Learning and the AI Institute @ St. John’s University, we 
offer this report as a contribution to a necessary public conversation: how to guide artificial 
intelligence toward human flourishing, institutional responsibility, and a more informed future of 
work. 

 

The I4ML Editorial Team 
In collaboration with the AI Institute @ SJU 
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Executive Summary 
Generative artificial intelligence is reshaping the labor market, but not in the simple way often 
suggested by public debate. The evidence reviewed in this report does not support the conclusion 
that AI is causing immediate mass unemployment. It does, however, show that generative AI is 
changing the structure of work: the tasks people perform, the skills employers value, the 
organization of firms, and the pathways through which students and new graduates enter 
professional careers. 

The central finding of this report is that generative AI should be understood not only as a labor-
saving technology, but as an operating-model technology. It affects the economy through four 
related channels: task automation, worker augmentation, organizational redesign, and career-
pipeline disruption. 

 
Figure 1. Generative AI affects labor markets 

The first channel is task automation. Generative AI can now perform or accelerate work that once 
required human effort, including drafting text, summarizing information, producing code, 
generating marketing material, answering routine questions, and preparing first-pass analysis. 
Studies from OpenAI, OpenResearch, and the University of Pennsylvania estimate that a large 
share of U.S. workers have at least some tasks that could be affected by large language models. 
The important distinction is that task exposure does not necessarily lead to job loss. Many jobs 
contain both automatable and non-automatable elements. 

The second channel is worker augmentation. Early empirical evidence suggests that AI can 
improve productivity, particularly when used as an assistant. A National Bureau of Economic 
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Research study of customer-support agents found that generative AI increased productivity by 
approximately 14 percent on average, with the largest gains among less experienced workers. This 
suggests that AI can compress learning curves and help workers perform more effectively. At the 
same time, productivity gains can produce different labor outcomes depending on how firms use 
them. They may lead to better service, higher output, and new forms of work, or they may allow 
companies to reduce headcount. 

The third channel is organizational redesign. This may be the most consequential and least 
understood effect of generative AI. The Washington Post Intelligence Council report reviewed in 
this analysis emphasized that companies are moving beyond isolated AI use cases and beginning 
to rethink workflows, hierarchies, training, governance, and employee communication. AI is not 
simply being added to existing organizational structures. In many firms, it is becoming a reason to 
redesign those structures. Management roles may shift from information transmission to the 
orchestration of people and AI agents. Organizations may become flatter, teams may become 
smaller, and expectations for output may rise. 

The fourth channel is career-pipeline disruption. The impact of AI is especially significant for 
students, recent graduates, and early-career workers. Many professional careers begin with tasks 
such as research, documentation, testing, drafting, coding, data preparation, and routine analysis. 
These tasks are not merely low-value work; they are part of how workers learn judgment. If AI 
absorbs or accelerates a substantial share of beginner tasks, employers may hire fewer entry-level 
workers or expect new graduates to arrive with stronger technical fluency, applied experience, and 
AI literacy. This creates a risk that the bridge between education and skilled work narrows. 

The report also examines the current wave of technology-sector layoffs. Since 2022, layoffs across 
major technology companies have drawn public attention because many firms have cited AI, 
restructuring, or changing skill needs as part of their rationale. Challenger, Gray & Christmas 
reported that AI was the leading cited reason for U.S. job cuts for three consecutive months in 
2026, with 38,579 AI-cited cuts in May alone. However, these numbers require careful 
interpretation. AI is one factor within a broader restructuring cycle that also includes post-
pandemic over-hiring, higher interest rates, investor pressure for profitability, cost discipline, and 
large capital reallocation toward AI infrastructure. 

The future for skilled IT workers is therefore mixed rather than uniformly negative. Routine coding, 
basic quality assurance, documentation, and some generalist technology roles may face pressure. 
Yet demand remains strong for workers who can build, deploy, secure, evaluate, and govern 
complex systems. The U.S. Bureau of Labor Statistics projects strong growth for software 
developers, quality assurance analysts, and testers over the 2024–2034 period, driven by artificial 
intelligence, automation, cybersecurity, robotics, and the Internet of Things. The labor market is 
not eliminating technical work; it is changing the kind of technical work that carries value. 

Globally, the effects of generative AI will be uneven. Advanced economies have higher exposure 
because they employ more workers in professional, clerical, managerial, and technical occupations. 
Emerging markets may have lower exposure across the full economy because more work remains 
in the physical or informal sectors, but specific sectors may be vulnerable. Outsourced service 
work, call centers, and business-process operations in countries such as India and the Philippines 
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may experience significant disruption if AI agents can perform routine customer and 
administrative tasks at lower cost. 

For higher education, the implications are profound. Public skepticism about the cost of college 
has grown, especially when students must take on significant debt. Yet the evidence does not show 
that degrees have lost their value. Rather, the value of a degree is becoming more conditional. 
Students and families must evaluate whether programs provide durable fundamentals, applied 
projects, access to internships or co-ops, AI literacy, knowledge of cloud and data systems, 
cybersecurity awareness, communication skills, ethical judgment, and transparent graduate 
outcomes. 

The report concludes that generative AI is not the end of work. It is the end of a simpler assumption 
about work: that education alone guarantees security, that technology affects only routine manual 
labor, and that productivity gains automatically benefit workers. The future of labor will depend 
on how institutions respond. Employers must redesign work responsibly, communicate 
transparently, invest in training, and protect worker trust. Universities must strengthen the pathway 
from learning to work. Policymakers must support workforce development, transparency, and 
safeguards against harmful uses of AI in hiring, evaluation, surveillance, and displacement. 

The central policy and institutional challenge is not simply to prepare workers for AI. It is to 
rebuild the ladder into skilled work in an economy where AI changes what entry-level work looks 
like. The central ethical challenge is to ensure that AI increases human capability rather than 
narrowing opportunity. 

This report is offered as a contribution to that public conversation. Its purpose is to help readers, 
educators, employers, students, and policymakers understand the evidence, avoid exaggerated 
claims, and focus on the real question: how to guide generative AI toward human flourishing, 
institutional responsibility, and a more inclusive future of work. 
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Key Findings 
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Generative AI, Work, and the Future of 
Labor 

Introduction 
Every generation is told that a new technology will change everything. Usually, everything does 
not change all at once. The old world lingers. The new world arrives unevenly. One worker gets a 
raise because a machine increases her productivity. Another loses the entry-level job that would 
have trained him. One company announces layoffs. Another spends billions on the technology that 
is supposed to define the future. 

That is the uneasy labor-market moment created by generative artificial intelligence. 

Since the release of ChatGPT in late 2022, generative AI has moved from novelty to a core part of 
corporate strategy. It writes drafts, summarizes documents, generates code, answers customer 
inquiries, prepares marketing copy, helps analyze data, and supports decision-making. It is not 
merely another software tool. It is a tool aimed at language, judgment, coordination, and 
professional routine, the very materials of white-collar work. 

 
Figure 2. How AI is changing jobs 

The evidence so far does not support the simplest fear: that AI will cause mass unemployment. 
But it does support a subtler and perhaps more unsettling conclusion. Generative AI is changing 
the internal structure of jobs before it changes the total number of jobs. It is rearranging who gets 
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hired, what beginners are allowed to learn, which tasks retain value, and which skills become basic 
requirements. 

The better question is not, “Will AI take all the jobs?” It is, “What kind of labor market are we 
building around AI?” 

Historical Context 
Previous waves of innovation have always created a double story. The mechanized loom displaced 
artisans but expanded textile production. Electrification reorganized factories and cities. 
Computers displaced clerical and routine calculation work but created software, information 
technology, digital finance, and global logistics. The internet destroyed some intermediaries and 
created others. 

 
Figure 3. How technology changed work 

Economists often call this creative destruction. But that phrase can be too clean. Destruction 
happens to specific people in specific towns. Creation happens later, elsewhere, and often to people 
with different skills. 

Generative AI fits this pattern, but with one major difference: it strikes first at cognitive work. 
Earlier automation waves often hit the factory floor, the warehouse, or the call center. Generative 
AI reaches into law offices, software teams, design studios, marketing departments, classrooms, 
hospitals, consultancies, and financial firms. 
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A 2023 study by OpenAI, OpenResearch, and the University of Pennsylvania estimated that about 
80 percent of U.S. workers could have at least 10 percent of their tasks affected by large language 
models, while about 19 percent could see at least half of their tasks affected. That is not a forecast 
that those jobs will disappear. It is a warning that the task composition of work may change broadly. 

The OECD’s 2023 Employment Outlook similarly found that, when considering automation 
technologies including AI, 27 percent of jobs across OECD countries are in occupations at high 
risk of automation. The IMF estimated in 2024 that nearly 40 percent of global employment is 
exposed to AI, rising to about 60 percent in advanced economies. 

 
Figure 4. Labor market exposure to AI 

The keyword is “exposed.” Exposure is not destiny. It means AI can touch the work. Whether it 
replaces, assists, cheapens, or upgrades that work depends on institutions, business models, 
regulation, education, and managerial choices. 

Generative AI’s Impact 
The earliest hard evidence shows productivity gains more clearly than job destruction. In a 2023 
NBER study, Erik Brynjolfsson, Danielle Li, and Lindsey Raymond studied more than 5,000 
customer-support agents using a generative AI assistant. Productivity rose by about 14 percent on 
average, with the largest gains among novice and lower-skilled workers. 
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That finding complicates the usual automation story. Generative AI can substitute for labor, but it 
can also teach. It can give inexperienced workers access to the patterns, scripts, and habits of more 
experienced workers. In that sense, it can compress the learning curve. 

But the same productivity gain can be read two ways. In one company, it may allow workers to 
serve customers better and earn higher wages. In another, it may allow managers to employ fewer 
workers. The technology does not determine the social outcome on its own. 

The International Labour Organization made this point in 2023, concluding that generative AI is 
more likely to augment than fully automate most jobs, though clerical work is highly exposed. Pew 
Research Center found that about one-fifth of U.S. workers were in high-exposure jobs in 2022, 
with higher exposure among college-educated, higher-paid, female, and Asian workers. 

In other words, generative AI does not simply threaten the least educated workers. It reaches into 
the professional class. 

The Tech Layoff Paradox 
The most visible labor-market anxiety has come from the technology sector itself. Since 2022, 
large technology firms have gone through waves of layoffs. Some of this reflects post-pandemic 
over-hiring. Some reflect higher interest rates and investor pressure for profitability. Some reflect 
restructuring around AI. 

 
Figure 5. Announced layoffs 
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The numbers are large. Challenger, Gray & Christmas reported that AI led all cited reasons for 
U.S. job cuts for a fourth consecutive month in June 2026. Even as overall layoffs cooled sharply 
– 45,849 total cuts, down 53% from May – AI was cited in 14,029 of them (31%), and has now 
been cited in 1010,743 cuts through the first half of 2026, about 23% of the total. 

The Washington Post Intelligence Council report, “How AI Is Changing the Workplace,” placed 
those layoffs in a wider corporate context. The report noted that major companies, including 
Amazon, Meta, Oracle, Block, Atlassian, Goldman Sachs, and Citigroup, have all connected recent 
restructuring or cost-cutting efforts to AI. Amazon CEO Andy Jassy has said that as the company 
rolls out more generative AI and agents, it expects to need fewer people doing some of the same 
work. Atlassian CEO Mike Cannon-Brookes said that AI changes both the mix of skills needed 
and the number of roles required in certain areas. Citigroup CEO Jane Fraser offered a two-sided 
view: AI will create jobs that are hard to imagine today, while also taking some jobs away. 

These claims require caution. A layoff announcement is not the same as net employment loss. A 
company citing AI does not prove that every affected worker was directly replaced by a model. 
Companies may invoke AI while also cutting costs, flattening management, closing weak units, or 
redirecting capital toward data centers, chips, and cloud infrastructure. 

Still, the symbolism matters. Many of these layoffs are not occurring in collapsing firms. They are 
happening at companies investing aggressively in the future. That is what makes this moment feel 
different from the dot-com bust. In the early 2000s, many firms failed because their business 
models did not work. Today, some profitable firms are cutting workers while expanding AI 
budgets. 

The message to employees is stark: the future may be growing, but not necessarily with you in it. 

Yet the future for skilled IT workers is not simply bleak. The U.S. Bureau of Labor Statistics 
projects employment of software developers, quality assurance analysts, and testers to grow 15 
percent from 2024 to 2034, much faster than the average for all occupations, with about 129,200 
openings per year. BLS explicitly links demand to artificial intelligence, the Internet of Things, 
robotics, automation, and cybersecurity. 

The issue is not the disappearance of technical work. It is the reshaping of technical work. Routine 
coding, basic testing, documentation, and simple application development are more exposed. More 
resilient roles combine software fluency with systems thinking, cybersecurity, data engineering, 
cloud infrastructure, AI evaluation, domain expertise, and human judgment. 

AI as an Operating-Model Shock 
The most important contribution of the Washington Post Intelligence report is that it moves the 
debate beyond job counting. AI is not only changing individual tasks. It is changing how 
organizations imagine themselves. 

At a dinner conversation in New York held under the Chatham House Rule, leaders from 
technology, finance, education, organized labor, and venture capital largely agreed that AI will 
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force companies to rethink workflows, job hierarchies, skills development, governance, and 
employee communication. The most successful organizations, participants argued, will not merely 
add AI tools to old structures. They will redesign the operating system of the business. 

 
Figure 6. How AI has been adopted within organizations 

This is a major shift in the AI debate. The first phase of workplace AI was individual and informal: 
workers used AI to draft emails, summarize meetings, debug code, prepare slides, or accelerate 
research. The second phase was workflow integration: AI was embedded into customer service, 
software development, sales, marketing, analytics, and internal knowledge systems. The third 
phase is organizational. Companies are now asking whether they need the same number of 
managers, the same entry-level roles, the same reporting structures, and the same division of labor 
between people and software. 

One likely result is a flatter hierarchy. The Washington Post discussion highlighted the idea that 
managers may become less important as conduits of information and more important as 
orchestrators of people and AI agents. Management does not disappear. It changes. The valuable 
manager becomes someone who can set priorities, judge trade-offs, coordinate human and machine 
work, and take responsibility for decisions. 

That creates a new premium on entrepreneurial competence inside large organizations. Employers 
are not merely looking for workers who can use AI tools. They want people who can identify the 
right problems, question outputs, evaluate proposed solutions, and advise others. In that sense, AI 
may increase the value of judgment, communication, ethics, and even humanities, not because 
technical skills matter less, but because technical systems now require human interpretation. 
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The report also raises a leadership problem. When executives announce layoffs “because of AI” 
without providing specific evidence of AI-driven efficiency gains, they may damage trust. 
Workers may conclude that AI is less a tool for augmentation than a euphemism for cost-cutting. 
That perception can create fear, resistance, and cultural damage. 

Governance, therefore, is not a bureaucratic afterthought. It is part of adoption. Companies need 
visibility into how AI is used internally, who is accountable when it fails, what data is collected, 
how workers are evaluated, and when employees interact with algorithmic systems. The 
Washington Post discussion emphasized that worker protections are becoming central, especially 
around surveillance, data collection, hiring, firing, and algorithmic management. 

This is where labor relations will increasingly move. Workers do not merely want reassurance that 
AI will not replace them. They want to know whether they will be evaluated by an algorithm, 
trained to use the new tools, consulted before systems are deployed, and protected when automated 
decisions are wrong. 

Industry and Job Analysis 
Generative AI is most powerful where work is language-heavy, digital, and easy to break into 
repeatable tasks. That includes customer service, marketing, media, software development, legal 
services, finance, consulting, education, and administrative support. 

 
Figure 7. Job exposure to AI 
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Legal and financial work is exposed because they rely on documents, rules, summaries, 
comparisons, and first drafts. Marketing and media are exposed because AI can generate text, 
images, scripts, and campaign variants quickly. Software is exposed because AI tools can now 
produce code, explain code, find bugs, and accelerate development. 

But exposed does not mean obsolete. A lawyer is not merely a document generator. A software 
engineer is not merely a code typist. A teacher is not merely a distributor of information. The more 
a job depends on trust, accountability, domain judgment, interpersonal skills, and real-world 
context, the harder it is to reduce it to machine output. 

The near-term pressure is likely to fall hardest on routine white-collar tasks and on entry-level 
pathways. 

Table 1. Key Labor-Market evidence since 2022 

Source Key finding Meaning 
OpenAI 
OpenResearch 
UPenn, 2023 

About 80% of U.S. workers may have 
at least 10% of tasks affected by 
LLMs 

Broad task exposure across 
occupations 

IMF, 2024 Nearly 40% of global jobs are exposed 
to AI; about 60% in advanced 
economies 

White-collar economies face 
greater exposure 

OECD, 2023 27% of jobs in OECD countries are in 
occupations at high risk of automation 

Automation pressure predates 
ChatGPT, but may accelerate 

NBER, 2023 AI assistant raised customer support 
productivity by about 14% 

AI can augment workers, 
especially novices 

Challenger,  
Gray & Christmas, 
2026 

AI-led cited reasons for job cuts for 
the third consecutive month in May 
2026 

Layoffs are increasingly linked 
to AI-driven restructuring 

Washington Post 
Intelligence, 2026 

Leaders see AI reshaping workflows, 
hierarchies, skills, governance, and 
communications 

AI is becoming an operating-
model shock, not just a tool 

BLS, 2026 Software developer/QA/tester jobs are 
projected to grow 15% from 2024 to 
2034 

Technical labor is changing, 
not vanishing 

NACE, 2026 Employers expect to hire 3.9% more 
interns in 2025–26 

Internships overall are not 
collapsing 

Handshake, 2025 Entry-level software engineering 
demand has fallen steadily 

The traditional CS-to-software 
pipeline is under stress 

Global Perspectives 
Generative AI will not affect all countries equally. The IMF found higher exposure in advanced 
economies because they employ more people in professional, clerical, managerial, and technical 
occupations. The ILO found that high- and upper-middle-income countries are more exposed 



21 
 

because they have higher levels of clerical employment, and that the effects may be gendered, as 
clerical roles are a major source of female employment in many economies. 

But the Washington Post Intelligence discussion adds another global concern: emerging markets 
may face sharp disruption in outsourced service work. Call centers and business-process 
outsourcing hubs in countries such as India and the Philippines may be vulnerable if AI agents can 
handle customer questions around the clock at a lower cost. This does not mean all offshore service 
jobs vanish. But it does mean that one of the development ladders of the global economy—
outsourced digital service work—may become less secure. 

This creates a paradox. Poorer countries may face less immediate exposure across the whole 
economy because more work is physical or informal. But specific export-oriented service sectors 
may be hit quickly. At the same time, these countries may be less able to capture AI’s productivity 
gains because they have weaker digital infrastructure, fewer training systems, and less access to 
advanced tools. 

A Reuters report on a 2026 European Central Bank study found that AI’s U.S. employment and 
wage effects have been muted so far, though employment declined in high-substitution-risk jobs 
and rose in lower-risk jobs between 2019 and 2025. That is the picture so far: not a labor-market 
earthquake, but a steady shifting of the ground. 

Figure 8. AI exposure across countries 
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The Student Pipeline Problem 
For students, the AI shock arrives before the first paycheck. The old bargain was simple: choose a 
strong major, pay for the degree, land an internship, get the first job, and climb. That bargain has 
not disappeared, but it has become more fragile. 

Internships overall do not appear to be collapsing. NACE reported in 2026 that employers expected 
to hire 3.9 percent more interns in 2025–26 than in 2024–25, after a 3.1 percent decline the prior 
year. Internship-to-full-time conversion remains an important hiring channel. 

 
Source: Federal Reserve Bank of New York 

Figure 9. Unemployment rates for recent graduates vs. other groups 

But the entry-level tech pipeline is under pressure. Handshake reported that demand for entry-level 
software engineers has fallen steadily and that software engineering dropped to ninth among the 
most-posted roles on its platform during the 2024–25 school year. It also found that 70 percent of 
Class of 2026 computer science majors were at least somewhat pessimistic about their careers, and 
that 64 percent of those pessimistic cited generative AI as a factor. 
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Figure 10. Generative AI and labor-market shifts 

This is not merely a jobs problem. It is an apprenticeship problem. Young professionals learn by 
doing beginner work: debugging, testing, drafting, researching, documenting, analyzing, and 
building small systems. If AI absorbs much of that work, companies may hire fewer beginners or 
expect them to arrive already trained. 

The Washington Post Intelligence discussion made this problem more explicit. If AI handles entry-
level work, organizations must find new ways to develop the next generation of talent. Reverse 
mentoring may help, with younger “AI-native” workers teaching older colleagues how they use 
the tools. But that does not solve the deeper issue: people do not become experts merely by 
prompting a model. They become expert by developing judgment through practice. 

This makes choosing a university program harder. Students are being asked to make a large up-
front investment in a market whose requirements are changing while they study. Pew Research 
Center found in 2024 that only 22 percent of U.S. adults said a four-year degree is worth the cost 
if loans are required. Georgetown University’s Center on Education and the Workforce reported 
in 2025 that bachelor’s degree holders still earn substantially more at the median than workers 
with only a high school diploma, but returns vary widely by major. 

The conclusion is not that degrees are dead. It is that passive degrees are in trouble. Students need 
programs that combine fundamentals with applied projects, internships, communication, AI 
fluency, cybersecurity, cloud systems, data literacy, and domain knowledge. A narrow education 
in routine coding is riskier than an education in building, evaluating, securing, and governing 
intelligent systems. 
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Figure 11. Checklist for choosing degree programs in the labor market shaped by generative AI 

Conclusions: Rebuilding the Ladder Into Skilled Work 
Generative AI is not the end of work. It is the end of a certain innocence about work. 

For decades, many white-collar workers believed that education protected them from automation. 
The factory robot was someone else’s problem. The spreadsheet was a tool. The internet was an 
opportunity. But generative AI has entered the protected spaces: writing, coding, analysis, design, 
advising, teaching, and managing information. 

The labor market is not collapsing. It is sorting—and inside many firms, it is being redesigned. 

The danger is not simply that AI will eliminate jobs. The danger is that it will hollow out the early 
stages of careers, concentrate gains among firms and highly adaptable workers, and leave students 
and mid-career professionals guessing about what to learn next. The danger is also that 
organizations will adopt AI faster than they build trust, governance, training, and worker 
protections. 

The policy challenge is therefore not only retraining after displacement. It is rebuilding the ladder 
into skilled work. That means better internships, clearer university-to-work pathways, transparent 
labor-market data, stronger career advising, and programs that teach students not merely how to 
use AI tools, but how to question them, improve them, govern them, and work around their limits. 
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The workplace challenge is equally large. Companies will need to communicate honestly, govern 
responsibly, train continuously, and include workers in decisions about how AI is deployed. 
Otherwise, they may achieve efficiency while losing trust. 

The central question of the AI age is not whether humans will still matter. They will. The question 
is whether our institutions will help people become the kinds of humans this economy rewards. 
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Recommendations 
Generative AI should not be treated only as a productivity tool or a cost-reduction mechanism. If 
deployed narrowly, it can accelerate displacement, weaken trust, erode entry-level career pathways, 
and concentrate benefits among a small number of firms and highly advantaged workers. If 
deployed responsibly, it can expand access to knowledge, improve work quality, support lifelong 
learning, strengthen institutions, and help people participate more fully in a rapidly changing 
economy. 

The recommendations below reflect the mission of the Institute for Machine Learning (I4ML) and 
the AI Institute @ St. John’s University: to advance the benevolent use of artificial intelligence, 
increase public understanding, and support applications of AI that serve human development, 
institutional responsibility, and the common good. 

1. Put human flourishing at the center of AI adoption. 
Organizations should begin every AI initiative with a human-impact question: How will this 
technology improve the lives, capabilities, dignity, or opportunities of the people affected by it? 
Productivity and efficiency are legitimate goals, but they should not be the only goals. AI systems 
should be evaluated not only by return on investment, but also by their effects on worker autonomy, 
skill development, trust, inclusion, safety, and long-term opportunity. 

Generative AI should be used to reduce unnecessary burden, expand access to expertise, support 
better decision-making, and help people perform meaningful work. It should not be used as a 
default justification for indiscriminate layoffs, surveillance, deskilling, or the elimination of 
career-entry pathways. 

2. Treat AI as augmentation before automation. 
Employers should prioritize AI use cases that strengthen human capability rather than simply 
replacing human labor. This means designing systems that assist workers, improve quality, reduce 
repetitive burden, and support learning. In many occupations, the most valuable use of generative 
AI will not be full automation, but human-AI collaboration. 

Organizations should ask whether AI can help workers become more effective before asking 
whether it can reduce headcount. When pursuing automation, companies should be transparent 
about the rationale, the affected tasks, and the support provided to workers whose roles change. 

3. Preserve and rebuild the apprenticeship ladder. 
One of the most serious risks identified in this report is the weakening of entry-level pathways. 
Many beginner tasks—drafting, testing, summarizing, coding, documentation, data preparation, 
and routine analysis—are not merely low-value work. They are how students and new workers 
learn judgment. 
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Employers should therefore avoid eliminating entry-level roles without creating alternative 
learning pathways. Universities and employers should work together to design AI-era 
apprenticeships, paid internships, co-op programs, project-based learning, supervised AI practice, 
and early-career rotational roles. The goal should be to ensure that students and new graduates 
continue to have structured opportunities to progress from knowledge acquisition to professional 
competence. 

4. Make AI literacy a universal workforce capability. 
AI literacy should not be limited to engineers or data scientists. Every worker who uses generative 
AI should understand its basic capabilities, limits, risks, and responsibilities. This includes 
knowing how to evaluate outputs, detect errors, protect sensitive information, avoid overreliance, 
and recognize bias or hallucination. 

Organizations should provide continuous AI education for all employees, not only technical teams. 
Training should include practical use, ethical judgment, data privacy, accountability, and domain-
specific examples. AI literacy should be treated as a civic and professional competency, 
comparable to digital literacy in the internet era. 

5. Redesign university programs around durable capabilities. 
Universities should not respond to generative AI by simply adding isolated AI courses or 
rebranding existing programs. They should redesign curricula around durable capabilities: 
computing fundamentals, data literacy, cloud systems, cybersecurity, model evaluation, domain 
expertise, ethical reasoning, communication, teamwork, and applied problem-solving. 

Programs should include authentic projects, internships, employer partnerships, and transparent 
graduate outcomes. Students should graduate not only knowing how to use AI tools, but also how 
to question them, improve them, govern them, and apply them responsibly in real contexts. 

6. Require transparency in AI-related workforce decisions. 
Workers should be informed when AI systems are used in hiring, evaluation, scheduling, 
promotion, discipline, or termination decisions. Organizations should disclose what data is being 
collected, how AI systems are being used, who is accountable for outcomes, and how workers can 
challenge or appeal decisions. 

No person should be hired, evaluated, disciplined, or dismissed solely by an opaque algorithm. 
Human accountability must remain central, especially in decisions that affect livelihood, dignity, 
and opportunity. 
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7. Build governance before scaling adoption. 
AI governance should not be treated as a compliance afterthought. It is a condition for responsible 
adoption. Organizations should establish clear policies for acceptable use, data protection, human 
oversight, model evaluation, documentation, auditability, and accountability. 

Effective governance should include cross-functional participation from technology, legal, human 
resources, operations, education, ethics, and worker representatives. Governance should enable 
innovation by creating trust, not block innovation through bureaucracy. The goal is to make 
responsible use easier than irresponsible use. 

8. Communicate honestly about AI and layoffs. 
Executives should avoid using AI as a vague explanation for layoffs or restructuring. When 
organizations cite AI as a reason for workforce reductions, they should provide specific 
information about which tasks changed, the actual efficiencies achieved, which roles are affected, 
and the support being offered to workers. 

Poor communication can turn AI into a symbol of fear, mistrust, and resistance. Honest 
communication should acknowledge uncertainty, distinguish between augmentation and 
replacement, and explain how the organization intends to invest in people as work changes. 

9. Protect workers from surveillance and algorithmic 
management. 
Generative AI and related workplace technologies can increase the risk of excessive monitoring, 
data extraction, automated performance scoring, and algorithmic management. Employers should 
adopt guardrails that protect worker privacy, autonomy, and dignity. 

Workers should know when they are being monitored, what data is being collected, how long it is 
retained, and how it is used. AI systems should not be used to intensify work, pressure employees 
into unrealistic productivity expectations, or reduce human beings to behavioral data points. 

10. Support displaced workers with serious transition 
pathways. 
When AI adoption does contribute to displacement, organizations have a responsibility to provide 
meaningful transition support. This should include advance notice when possible, severance, 
career counseling, retraining support, credentialing pathways, access to learning resources, and 
partnerships with employers in growing sectors. 

A benevolent approach to AI does not deny that some jobs will change or disappear. It insists that 
people affected by those changes should not be abandoned. 
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11. Align public policy with human capability, not only 
innovation speed. 
Policymakers should support AI adoption that expands opportunity rather than deepens inequality. 
Public investment should prioritize workforce development, community colleges, university-
industry partnerships, adult education, digital infrastructure, AI literacy, and support for workers 
in transition. 

Governments should also strengthen transparency and accountability standards for AI use in 
employment, education, lending, health care, public services, and other high-impact domains. The 
goal should be to encourage innovation while protecting people from avoidable harm. 

12. Expand access to AI benefits beyond large firms. 
The benefits of generative AI should not be limited to large technology companies and highly 
capitalized organizations. Small businesses, nonprofits, schools, community organizations, and 
public institutions also need access to safe, affordable, and practical AI tools. 

I4ML and similar institutions can play an important role by developing public-facing educational 
resources, applied workshops, open guidance, and partnerships that help communities use AI 
responsibly. Benevolent AI requires diffusion of capability, not concentration of advantage. 

13. Measure success by social value, not only financial return. 
Organizations should develop broader metrics for AI success. In addition to productivity and cost 
savings, they should measure whether AI improves service quality, reduces worker burden, 
expands access, supports learning, increases safety, improves decision-making, and strengthens 
trust. 

The central question should not be merely, How much money did AI save? It should also be, Whom 
did AI help, what capabilities did it expand, and what harms did it prevent? 

14. Foster a culture of shared responsibility. 
The future of work will not be shaped by technology alone. It will be shaped by the choices of 
employers, educators, policymakers, technologists, workers, students, and communities. No single 
institution owns the AI transition. It requires shared responsibility. 

Employers must adopt AI responsibly. Universities must prepare students honestly. Policymakers 
must protect the public interest. Workers must be included in implementation decisions. Research 
institutions must clarify evidence and reduce confusion. Technology developers must design 
systems with accountability and human benefit in mind. 
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Closing Recommendation 
The central recommendation of this report is that generative AI should be governed by a human-
centered standard: one that increases human capability, preserves dignity, expands opportunity, 
and strengthens institutions. 

AI should not be judged benevolent merely because it is powerful, profitable, or efficient. It 
becomes benevolent only when it is directed toward human flourishing. 

The challenge before us is not simply to adapt people to AI. It is to adapt AI to the needs of people, 
communities, and society. 
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Methodological Note 
This report is a synthesis-based research report. It does not present original survey data, proprietary 
labor-market data, or independent econometric modeling. Instead, it integrates findings from 
authoritative public sources to provide a clear, evidence-based interpretation of how generative 
artificial intelligence is affecting labor markets, organizations, skilled technology workers, and 
students entering the workforce. 

The analysis draws on major studies, government reports, labor-market data, economic analyses, 
institutional reports, and reputable journalism published primarily from 2022 onward, the period 
during which generative AI became widely visible in public, educational, and corporate settings. 
Sources include peer-reviewed or working papers, reports from government and international 
organizations, labor-market research organizations, university research centers, and major news 
outlets with established editorial standards. 

The report prioritizes sources that meet one or more of the following criteria: methodological 
transparency, institutional credibility, direct relevance to labor-market outcomes, use of recent data, 
and a clear distinction between measured evidence and interpretation. Examples include work from 
the National Bureau of Economic Research, the International Monetary Fund, the Organization for 
Economic Co-operation and Development, the International Labour Organization, the U.S. Bureau 
of Labor Statistics, Pew Research Center, the National Association of Colleges and Employers, 
the Federal Reserve Bank of New York, Georgetown University’s Center on Education and the 
Workforce, Challenger, Gray & Christmas, and selected reporting from Reuters and Washington 
Post Intelligence. 

Because the effects of generative AI are still emerging, the report carefully distinguishes among 
several related but distinct concepts: task exposure, automation risk, job displacement, 
productivity gains, organizational restructuring, and long-term labor-market transformation. A 
central methodological principle of the report is that exposure to AI should not be interpreted as 
direct job loss. Many occupations include tasks that may be affected by AI while still requiring 
human judgment, accountability, interpersonal trust, domain expertise, physical presence, or 
institutional responsibility. 

The report also distinguishes between short-term and long-term effects. Short-term evidence 
includes productivity studies, job-cut announcements, internship and entry-level hiring patterns, 
and employer statements about AI-driven restructuring. Long-term analysis is based on projections, 
historical comparisons, and institutional trends, but the report avoids presenting such projections 
as certainty. Where the evidence is incomplete or contested, the report uses cautious language and 
frames conclusions as patterns, risks, or emerging signals rather than settled outcomes. 

Current technology-sector layoffs are treated as an important but complex indicator. Layoff 
announcements citing AI are included because they shape public perception and corporate strategy, 
but they are not interpreted as proof of one-for-one replacement of workers by AI systems. The 
report situates these layoffs within a broader context that includes post-pandemic hiring 
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corrections, higher interest rates, investor pressure for profitability, cost discipline, changing skill 
requirements, and corporate investment in AI infrastructure. 

The student and higher-education analysis is based on available evidence regarding internships, 
entry-level hiring, public attitudes toward the value of college, labor-market outcomes for recent 
graduates, and the changing skill requirements associated with generative AI. The report does not 
claim that degrees have lost their value. Rather, it evaluates how the value of a degree is becoming 
more dependent on program quality, affordability, applied learning, internship access, AI literacy, 
and transparent employment outcomes. 

The historical comparisons in the report are intended to provide context, not exact equivalence. 
Mechanization, electrification, computing, the internet, and generative AI differ in their 
technological forms, institutional environments, rates of diffusion, and labor-market effects. The 
comparisons highlight recurring patterns in innovation-driven disruption: task displacement, 
productivity growth, an uneven distribution of benefits, the creation of new roles, and the need for 
institutions to adapt. 

The graphics and frameworks included in the report are interpretive tools. They are designed to 
help readers understand relationships among evidence, not to replace the underlying sources. For 
example, the job impact matrix and student pipeline funnel synthesize patterns identified across 
the report; they should be read as conceptual frameworks rather than statistical models. 

This report is intended for a general yet informed audience, including educators, students, 
employers, policymakers, workforce development professionals, and members of the public 
seeking to understand the labor-market implications of generative AI. Its purpose is not to predict 
the future with certainty, but to provide a grounded framework for interpreting the changes already 
underway and for guiding institutional choices in a direction consistent with the benevolent use of 
artificial intelligence. 

All factual claims, statistics, and named source findings should be read in conjunction with the 
References section. Because generative AI and labor-market conditions are evolving rapidly, 
readers should treat the report as a time-sensitive synthesis based on evidence available at the time 
of publication. 
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